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• Node:	2	IBM	POWER9	+	6	NVIDIA	V100	GPUs
• 4,608	nodes,	9,216	IBM	Power9	CPUs
• 27,648	V100	GPUs
• Peak	performance	of	200	Pflop/s	for	modeling	

&	simulation
• Peak	performance	of	3.3	Eflop/s	

for	16	bit	floating	point	used	in	data	
analytics	and	artificial	intelligence	

(8	TFLOPs	/	GPU)
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Copyright@ORNL

Where	do	we	stand?



3 06/19/2019Hartwig Anzt:	Addressing	 the	Communication	 Bottleneck:	Towards	a	Modular	 Precision	Ecosystem	for	High	Performance	Computing

Roofline	Model
Given	certain	hardware	characteristics:

memory	bandwidth,	
arithmetic	power,

the	performance	of	any	operation	is	
• either	bound	by	the	data	access/communication	(memory	bound),
• or	by	the	arithmetic	operations	(compute	bound).
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Top	Speed
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Roofline	Model

C = A⇥B
<latexit sha1_base64="Ee75nj2Qh3Z32XFl1pPmtZ3yAdI=">AAAB9HicbVDLSgNBEOyNrxhfUY9eBoPgKeyKoBchmovHCOYByRJmJ7PJkNnZdaY3EEK+w4sHRbz6Md78GyfJHjSxoKGo6qa7K0ikMOi6305ubX1jcyu/XdjZ3ds/KB4eNUycasbrLJaxbgXUcCkUr6NAyVuJ5jQKJG8Gw+rMb464NiJWjzhOuB/RvhKhYBSt5FfJDbntoIi4IXfdYsktu3OQVeJlpAQZat3iV6cXszTiCpmkxrQ9N0F/QjUKJvm00EkNTygb0j5vW6qoXeNP5kdPyZlVeiSMtS2FZK7+npjQyJhxFNjOiOLALHsz8T+vnWJ47U+ESlLkii0WhakkGJNZAqQnNGcox5ZQpoW9lbAB1ZShzalgQ/CWX14ljYuy55a9h8tSxc3iyMMJnMI5eHAFFbiHGtSBwRM8wyu8OSPnxXl3PhatOSebOYY/cD5/ANzQkMs=</latexit><latexit sha1_base64="Ee75nj2Qh3Z32XFl1pPmtZ3yAdI=">AAAB9HicbVDLSgNBEOyNrxhfUY9eBoPgKeyKoBchmovHCOYByRJmJ7PJkNnZdaY3EEK+w4sHRbz6Md78GyfJHjSxoKGo6qa7K0ikMOi6305ubX1jcyu/XdjZ3ds/KB4eNUycasbrLJaxbgXUcCkUr6NAyVuJ5jQKJG8Gw+rMb464NiJWjzhOuB/RvhKhYBSt5FfJDbntoIi4IXfdYsktu3OQVeJlpAQZat3iV6cXszTiCpmkxrQ9N0F/QjUKJvm00EkNTygb0j5vW6qoXeNP5kdPyZlVeiSMtS2FZK7+npjQyJhxFNjOiOLALHsz8T+vnWJ47U+ESlLkii0WhakkGJNZAqQnNGcox5ZQpoW9lbAB1ZShzalgQ/CWX14ljYuy55a9h8tSxc3iyMMJnMI5eHAFFbiHGtSBwRM8wyu8OSPnxXl3PhatOSebOYY/cD5/ANzQkMs=</latexit><latexit sha1_base64="Ee75nj2Qh3Z32XFl1pPmtZ3yAdI=">AAAB9HicbVDLSgNBEOyNrxhfUY9eBoPgKeyKoBchmovHCOYByRJmJ7PJkNnZdaY3EEK+w4sHRbz6Md78GyfJHjSxoKGo6qa7K0ikMOi6305ubX1jcyu/XdjZ3ds/KB4eNUycasbrLJaxbgXUcCkUr6NAyVuJ5jQKJG8Gw+rMb464NiJWjzhOuB/RvhKhYBSt5FfJDbntoIi4IXfdYsktu3OQVeJlpAQZat3iV6cXszTiCpmkxrQ9N0F/QjUKJvm00EkNTygb0j5vW6qoXeNP5kdPyZlVeiSMtS2FZK7+npjQyJhxFNjOiOLALHsz8T+vnWJ47U+ESlLkii0WhakkGJNZAqQnNGcox5ZQpoW9lbAB1ZShzalgQ/CWX14ljYuy55a9h8tSxc3iyMMJnMI5eHAFFbiHGtSBwRM8wyu8OSPnxXl3PhatOSebOYY/cD5/ANzQkMs=</latexit><latexit sha1_base64="Ee75nj2Qh3Z32XFl1pPmtZ3yAdI=">AAAB9HicbVDLSgNBEOyNrxhfUY9eBoPgKeyKoBchmovHCOYByRJmJ7PJkNnZdaY3EEK+w4sHRbz6Md78GyfJHjSxoKGo6qa7K0ikMOi6305ubX1jcyu/XdjZ3ds/KB4eNUycasbrLJaxbgXUcCkUr6NAyVuJ5jQKJG8Gw+rMb464NiJWjzhOuB/RvhKhYBSt5FfJDbntoIi4IXfdYsktu3OQVeJlpAQZat3iV6cXszTiCpmkxrQ9N0F/QjUKJvm00EkNTygb0j5vW6qoXeNP5kdPyZlVeiSMtS2FZK7+npjQyJhxFNjOiOLALHsz8T+vnWJ47U+ESlLkii0WhakkGJNZAqQnNGcox5ZQpoW9lbAB1ZShzalgQ/CWX14ljYuy55a9h8tSxc3iyMMJnMI5eHAFFbiHGtSBwRM8wyu8OSPnxXl3PhatOSebOYY/cD5/ANzQkMs=</latexit>

Matrix-Matrix	Product	(GEMM):

3n2
<latexit sha1_base64="u+0ruQ4UarhmPjq5FV+ShV+SdbM=">AAAB7HicbVBNS8NAEJ34WetX1aOXxSJ4KkkV9Fjw4rGCaQttLJvtpl262YTdiVBCf4MXD4p49Qd589+4bXPQ1gcDj/dmmJkXplIYdN1vZ219Y3Nru7RT3t3bPzisHB23TJJpxn2WyER3Qmq4FIr7KFDyTqo5jUPJ2+H4dua3n7g2IlEPOEl5ENOhEpFgFK3kXxL1WO9Xqm7NnYOsEq8gVSjQ7Fe+eoOEZTFXyCQ1puu5KQY51SiY5NNyLzM8pWxMh7xrqaIxN0E+P3ZKzq0yIFGibSkkc/X3RE5jYyZxaDtjiiOz7M3E/7xuhtFNkAuVZsgVWyyKMkkwIbPPyUBozlBOLKFMC3srYSOqKUObT9mG4C2/vEpa9Zrn1rz7q2rDLeIowSmcwQV4cA0NuIMm+MBAwDO8wpujnBfn3flYtK45xcwJ/IHz+QO/043r</latexit><latexit sha1_base64="u+0ruQ4UarhmPjq5FV+ShV+SdbM=">AAAB7HicbVBNS8NAEJ34WetX1aOXxSJ4KkkV9Fjw4rGCaQttLJvtpl262YTdiVBCf4MXD4p49Qd589+4bXPQ1gcDj/dmmJkXplIYdN1vZ219Y3Nru7RT3t3bPzisHB23TJJpxn2WyER3Qmq4FIr7KFDyTqo5jUPJ2+H4dua3n7g2IlEPOEl5ENOhEpFgFK3kXxL1WO9Xqm7NnYOsEq8gVSjQ7Fe+eoOEZTFXyCQ1puu5KQY51SiY5NNyLzM8pWxMh7xrqaIxN0E+P3ZKzq0yIFGibSkkc/X3RE5jYyZxaDtjiiOz7M3E/7xuhtFNkAuVZsgVWyyKMkkwIbPPyUBozlBOLKFMC3srYSOqKUObT9mG4C2/vEpa9Zrn1rz7q2rDLeIowSmcwQV4cA0NuIMm+MBAwDO8wpujnBfn3flYtK45xcwJ/IHz+QO/043r</latexit><latexit sha1_base64="u+0ruQ4UarhmPjq5FV+ShV+SdbM=">AAAB7HicbVBNS8NAEJ34WetX1aOXxSJ4KkkV9Fjw4rGCaQttLJvtpl262YTdiVBCf4MXD4p49Qd589+4bXPQ1gcDj/dmmJkXplIYdN1vZ219Y3Nru7RT3t3bPzisHB23TJJpxn2WyER3Qmq4FIr7KFDyTqo5jUPJ2+H4dua3n7g2IlEPOEl5ENOhEpFgFK3kXxL1WO9Xqm7NnYOsEq8gVSjQ7Fe+eoOEZTFXyCQ1puu5KQY51SiY5NNyLzM8pWxMh7xrqaIxN0E+P3ZKzq0yIFGibSkkc/X3RE5jYyZxaDtjiiOz7M3E/7xuhtFNkAuVZsgVWyyKMkkwIbPPyUBozlBOLKFMC3srYSOqKUObT9mG4C2/vEpa9Zrn1rz7q2rDLeIowSmcwQV4cA0NuIMm+MBAwDO8wpujnBfn3flYtK45xcwJ/IHz+QO/043r</latexit><latexit sha1_base64="u+0ruQ4UarhmPjq5FV+ShV+SdbM=">AAAB7HicbVBNS8NAEJ34WetX1aOXxSJ4KkkV9Fjw4rGCaQttLJvtpl262YTdiVBCf4MXD4p49Qd589+4bXPQ1gcDj/dmmJkXplIYdN1vZ219Y3Nru7RT3t3bPzisHB23TJJpxn2WyER3Qmq4FIr7KFDyTqo5jUPJ2+H4dua3n7g2IlEPOEl5ENOhEpFgFK3kXxL1WO9Xqm7NnYOsEq8gVSjQ7Fe+eoOEZTFXyCQ1puu5KQY51SiY5NNyLzM8pWxMh7xrqaIxN0E+P3ZKzq0yIFGibSkkc/X3RE5jYyZxaDtjiiOz7M3E/7xuhtFNkAuVZsgVWyyKMkkwIbPPyUBozlBOLKFMC3srYSOqKUObT9mG4C2/vEpa9Zrn1rz7q2rDLeIowSmcwQV4cA0NuIMm+MBAwDO8wpujnBfn3flYtK45xcwJ/IHz+QO/043r</latexit>

2n3
<latexit sha1_base64="w1jHbwDvsi4PoYuEECeDcvWORdc=">AAAB63icbVBNSwMxEJ31s9avqkcvwSJ4Ktkq6LHgxWMF+wHtWrJptg1NskuSFcrSv+DFgyJe/UPe/Ddm2z1o64OBx3szzMwLE8GNxfjbW1vf2NzaLu2Ud/f2Dw4rR8dtE6eashaNRay7ITFMcMVallvBuolmRIaCdcLJbe53npg2PFYPdpqwQJKR4hGnxOZSXT1eDipVXMNzoFXiF6QKBZqDyld/GNNUMmWpIMb0fJzYICPacirYrNxPDUsInZAR6zmqiGQmyOa3ztC5U4YoirUrZdFc/T2REWnMVIauUxI7NsteLv7n9VIb3QQZV0lqmaKLRVEqkI1R/jgacs2oFVNHCNXc3YromGhCrYun7ELwl19eJe16zcc1//6q2sBFHCU4hTO4AB+uoQF30IQWUBjDM7zCmye9F+/d+1i0rnnFzAn8gff5A2nTjcE=</latexit><latexit sha1_base64="w1jHbwDvsi4PoYuEECeDcvWORdc=">AAAB63icbVBNSwMxEJ31s9avqkcvwSJ4Ktkq6LHgxWMF+wHtWrJptg1NskuSFcrSv+DFgyJe/UPe/Ddm2z1o64OBx3szzMwLE8GNxfjbW1vf2NzaLu2Ud/f2Dw4rR8dtE6eashaNRay7ITFMcMVallvBuolmRIaCdcLJbe53npg2PFYPdpqwQJKR4hGnxOZSXT1eDipVXMNzoFXiF6QKBZqDyld/GNNUMmWpIMb0fJzYICPacirYrNxPDUsInZAR6zmqiGQmyOa3ztC5U4YoirUrZdFc/T2REWnMVIauUxI7NsteLv7n9VIb3QQZV0lqmaKLRVEqkI1R/jgacs2oFVNHCNXc3YromGhCrYun7ELwl19eJe16zcc1//6q2sBFHCU4hTO4AB+uoQF30IQWUBjDM7zCmye9F+/d+1i0rnnFzAn8gff5A2nTjcE=</latexit><latexit sha1_base64="w1jHbwDvsi4PoYuEECeDcvWORdc=">AAAB63icbVBNSwMxEJ31s9avqkcvwSJ4Ktkq6LHgxWMF+wHtWrJptg1NskuSFcrSv+DFgyJe/UPe/Ddm2z1o64OBx3szzMwLE8GNxfjbW1vf2NzaLu2Ud/f2Dw4rR8dtE6eashaNRay7ITFMcMVallvBuolmRIaCdcLJbe53npg2PFYPdpqwQJKR4hGnxOZSXT1eDipVXMNzoFXiF6QKBZqDyld/GNNUMmWpIMb0fJzYICPacirYrNxPDUsInZAR6zmqiGQmyOa3ztC5U4YoirUrZdFc/T2REWnMVIauUxI7NsteLv7n9VIb3QQZV0lqmaKLRVEqkI1R/jgacs2oFVNHCNXc3YromGhCrYun7ELwl19eJe16zcc1//6q2sBFHCU4hTO4AB+uoQF30IQWUBjDM7zCmye9F+/d+1i0rnnFzAn8gff5A2nTjcE=</latexit><latexit sha1_base64="w1jHbwDvsi4PoYuEECeDcvWORdc=">AAAB63icbVBNSwMxEJ31s9avqkcvwSJ4Ktkq6LHgxWMF+wHtWrJptg1NskuSFcrSv+DFgyJe/UPe/Ddm2z1o64OBx3szzMwLE8GNxfjbW1vf2NzaLu2Ud/f2Dw4rR8dtE6eashaNRay7ITFMcMVallvBuolmRIaCdcLJbe53npg2PFYPdpqwQJKR4hGnxOZSXT1eDipVXMNzoFXiF6QKBZqDyld/GNNUMmWpIMb0fJzYICPacirYrNxPDUsInZAR6zmqiGQmyOa3ztC5U4YoirUrZdFc/T2REWnMVIauUxI7NsteLv7n9VIb3QQZV0lqmaKLRVEqkI1R/jgacs2oFVNHCNXc3YromGhCrYun7ELwl19eJe16zcc1//6q2sBFHCU4hTO4AB+uoQF30IQWUBjDM7zCmye9F+/d+1i0rnnFzAn8gff5A2nTjcE=</latexit>

Memory	operations
Arithmetic	operations

Given	certain	hardware	characteristics:
memory	bandwidth,	
arithmetic	power,

the	performance	of	any	operation	is	
• either	bound	by	the	data	access/communication	(memory	bound),
• or	by	the	arithmetic	operations	(compute	bound).

Acceleration
Top	Speed

A,B,C 2 Rn⇥n
<latexit sha1_base64="b39Fh7D5aZZGLZaXOQMe0mjh6+4=">AAACC3icbVA9SwNBEN2LXzF+RS1tlgTBIoQ7EbSMprGMYj4gd4a9zSZZsrd37M4J4Uhv41+xsVDE1j9g579xL7lCEx8MPN6bYWaeHwmuwba/rdzK6tr6Rn6zsLW9s7tX3D9o6TBWlDVpKELV8YlmgkvWBA6CdSLFSOAL1vbH9dRvPzCleSjvYBIxLyBDyQecEjBSr1i6rOCrCq5jl0vsBgRGvp/cTu8T6QIPmMZy2iuW7ao9A14mTkbKKEOjV/xy+yGNAyaBCqJ117Ej8BKigFPBpgU31iwidEyGrGuoJGaPl8x+meJjo/TxIFSmJOCZ+nsiIYHWk8A3nem1etFLxf+8bgyDCy/hMoqBSTpfNIgFhhCnweA+V4yCmBhCqOLmVkxHRBEKJr6CCcFZfHmZtE6rjl11bs7KNTuLI4+OUAmdIAedoxq6Rg3URBQ9omf0it6sJ+vFerc+5q05K5s5RH9gff4A08eZog==</latexit><latexit sha1_base64="b39Fh7D5aZZGLZaXOQMe0mjh6+4=">AAACC3icbVA9SwNBEN2LXzF+RS1tlgTBIoQ7EbSMprGMYj4gd4a9zSZZsrd37M4J4Uhv41+xsVDE1j9g579xL7lCEx8MPN6bYWaeHwmuwba/rdzK6tr6Rn6zsLW9s7tX3D9o6TBWlDVpKELV8YlmgkvWBA6CdSLFSOAL1vbH9dRvPzCleSjvYBIxLyBDyQecEjBSr1i6rOCrCq5jl0vsBgRGvp/cTu8T6QIPmMZy2iuW7ao9A14mTkbKKEOjV/xy+yGNAyaBCqJ117Ej8BKigFPBpgU31iwidEyGrGuoJGaPl8x+meJjo/TxIFSmJOCZ+nsiIYHWk8A3nem1etFLxf+8bgyDCy/hMoqBSTpfNIgFhhCnweA+V4yCmBhCqOLmVkxHRBEKJr6CCcFZfHmZtE6rjl11bs7KNTuLI4+OUAmdIAedoxq6Rg3URBQ9omf0it6sJ+vFerc+5q05K5s5RH9gff4A08eZog==</latexit><latexit sha1_base64="b39Fh7D5aZZGLZaXOQMe0mjh6+4=">AAACC3icbVA9SwNBEN2LXzF+RS1tlgTBIoQ7EbSMprGMYj4gd4a9zSZZsrd37M4J4Uhv41+xsVDE1j9g579xL7lCEx8MPN6bYWaeHwmuwba/rdzK6tr6Rn6zsLW9s7tX3D9o6TBWlDVpKELV8YlmgkvWBA6CdSLFSOAL1vbH9dRvPzCleSjvYBIxLyBDyQecEjBSr1i6rOCrCq5jl0vsBgRGvp/cTu8T6QIPmMZy2iuW7ao9A14mTkbKKEOjV/xy+yGNAyaBCqJ117Ej8BKigFPBpgU31iwidEyGrGuoJGaPl8x+meJjo/TxIFSmJOCZ+nsiIYHWk8A3nem1etFLxf+8bgyDCy/hMoqBSTpfNIgFhhCnweA+V4yCmBhCqOLmVkxHRBEKJr6CCcFZfHmZtE6rjl11bs7KNTuLI4+OUAmdIAedoxq6Rg3URBQ9omf0it6sJ+vFerc+5q05K5s5RH9gff4A08eZog==</latexit><latexit sha1_base64="b39Fh7D5aZZGLZaXOQMe0mjh6+4=">AAACC3icbVA9SwNBEN2LXzF+RS1tlgTBIoQ7EbSMprGMYj4gd4a9zSZZsrd37M4J4Uhv41+xsVDE1j9g579xL7lCEx8MPN6bYWaeHwmuwba/rdzK6tr6Rn6zsLW9s7tX3D9o6TBWlDVpKELV8YlmgkvWBA6CdSLFSOAL1vbH9dRvPzCleSjvYBIxLyBDyQecEjBSr1i6rOCrCq5jl0vsBgRGvp/cTu8T6QIPmMZy2iuW7ao9A14mTkbKKEOjV/xy+yGNAyaBCqJ117Ej8BKigFPBpgU31iwidEyGrGuoJGaPl8x+meJjo/TxIFSmJOCZ+nsiIYHWk8A3nem1etFLxf+8bgyDCy/hMoqBSTpfNIgFhhCnweA+V4yCmBhCqOLmVkxHRBEKJr6CCcFZfHmZtE6rjl11bs7KNTuLI4+OUAmdIAedoxq6Rg3URBQ9omf0it6sJ+vFerc+5q05K5s5RH9gff4A08eZog==</latexit>
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Matrix-Matrix	Product	(GEMM):

3n2
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Memory	operations
Arithmetic	operations

We	just	need	to	increase	the	size,	and	at	some	point	
the	operation	becomes	compute	bound.	

Given	certain	hardware	characteristics:
memory	bandwidth,	
arithmetic	power,

the	performance	of	any	operation	is	
• either	bound	by	the	data	access/communication	(memory	bound),
• or	by	the	arithmetic	operations	(compute	bound).

Acceleration
Top	Speed

“we	infinitely	extend	the	acceleration	runway”

A,B,C 2 Rn⇥n
<latexit sha1_base64="b39Fh7D5aZZGLZaXOQMe0mjh6+4=">AAACC3icbVA9SwNBEN2LXzF+RS1tlgTBIoQ7EbSMprGMYj4gd4a9zSZZsrd37M4J4Uhv41+xsVDE1j9g579xL7lCEx8MPN6bYWaeHwmuwba/rdzK6tr6Rn6zsLW9s7tX3D9o6TBWlDVpKELV8YlmgkvWBA6CdSLFSOAL1vbH9dRvPzCleSjvYBIxLyBDyQecEjBSr1i6rOCrCq5jl0vsBgRGvp/cTu8T6QIPmMZy2iuW7ao9A14mTkbKKEOjV/xy+yGNAyaBCqJ117Ej8BKigFPBpgU31iwidEyGrGuoJGaPl8x+meJjo/TxIFSmJOCZ+nsiIYHWk8A3nem1etFLxf+8bgyDCy/hMoqBSTpfNIgFhhCnweA+V4yCmBhCqOLmVkxHRBEKJr6CCcFZfHmZtE6rjl11bs7KNTuLI4+OUAmdIAedoxq6Rg3URBQ9omf0it6sJ+vFerc+5q05K5s5RH9gff4A08eZog==</latexit><latexit sha1_base64="b39Fh7D5aZZGLZaXOQMe0mjh6+4=">AAACC3icbVA9SwNBEN2LXzF+RS1tlgTBIoQ7EbSMprGMYj4gd4a9zSZZsrd37M4J4Uhv41+xsVDE1j9g579xL7lCEx8MPN6bYWaeHwmuwba/rdzK6tr6Rn6zsLW9s7tX3D9o6TBWlDVpKELV8YlmgkvWBA6CdSLFSOAL1vbH9dRvPzCleSjvYBIxLyBDyQecEjBSr1i6rOCrCq5jl0vsBgRGvp/cTu8T6QIPmMZy2iuW7ao9A14mTkbKKEOjV/xy+yGNAyaBCqJ117Ej8BKigFPBpgU31iwidEyGrGuoJGaPl8x+meJjo/TxIFSmJOCZ+nsiIYHWk8A3nem1etFLxf+8bgyDCy/hMoqBSTpfNIgFhhCnweA+V4yCmBhCqOLmVkxHRBEKJr6CCcFZfHmZtE6rjl11bs7KNTuLI4+OUAmdIAedoxq6Rg3URBQ9omf0it6sJ+vFerc+5q05K5s5RH9gff4A08eZog==</latexit><latexit sha1_base64="b39Fh7D5aZZGLZaXOQMe0mjh6+4=">AAACC3icbVA9SwNBEN2LXzF+RS1tlgTBIoQ7EbSMprGMYj4gd4a9zSZZsrd37M4J4Uhv41+xsVDE1j9g579xL7lCEx8MPN6bYWaeHwmuwba/rdzK6tr6Rn6zsLW9s7tX3D9o6TBWlDVpKELV8YlmgkvWBA6CdSLFSOAL1vbH9dRvPzCleSjvYBIxLyBDyQecEjBSr1i6rOCrCq5jl0vsBgRGvp/cTu8T6QIPmMZy2iuW7ao9A14mTkbKKEOjV/xy+yGNAyaBCqJ117Ej8BKigFPBpgU31iwidEyGrGuoJGaPl8x+meJjo/TxIFSmJOCZ+nsiIYHWk8A3nem1etFLxf+8bgyDCy/hMoqBSTpfNIgFhhCnweA+V4yCmBhCqOLmVkxHRBEKJr6CCcFZfHmZtE6rjl11bs7KNTuLI4+OUAmdIAedoxq6Rg3URBQ9omf0it6sJ+vFerc+5q05K5s5RH9gff4A08eZog==</latexit><latexit sha1_base64="b39Fh7D5aZZGLZaXOQMe0mjh6+4=">AAACC3icbVA9SwNBEN2LXzF+RS1tlgTBIoQ7EbSMprGMYj4gd4a9zSZZsrd37M4J4Uhv41+xsVDE1j9g579xL7lCEx8MPN6bYWaeHwmuwba/rdzK6tr6Rn6zsLW9s7tX3D9o6TBWlDVpKELV8YlmgkvWBA6CdSLFSOAL1vbH9dRvPzCleSjvYBIxLyBDyQecEjBSr1i6rOCrCq5jl0vsBgRGvp/cTu8T6QIPmMZy2iuW7ao9A14mTkbKKEOjV/xy+yGNAyaBCqJ117Ej8BKigFPBpgU31iwidEyGrGuoJGaPl8x+meJjo/TxIFSmJOCZ+nsiIYHWk8A3nem1etFLxf+8bgyDCy/hMoqBSTpfNIgFhhCnweA+V4yCmBhCqOLmVkxHRBEKJr6CCcFZfHmZtE6rjl11bs7KNTuLI4+OUAmdIAedoxq6Rg3URBQ9omf0it6sJ+vFerc+5q05K5s5RH9gff4A08eZog==</latexit>

• Node:	2	IBM	POWER9	+	6	NVIDIA	V100	GPUs
• 4,608	nodes,	9,216	IBM	Power9	CPUs
• 27,648	V100	GPUs
• Peak	performance	of	200	Pflop/s	for	modeling	

&	simulation
• Peak	performance	of	3.3	Eflop/s	

for	16	bit	floating	point	used	in	data	
analytics	and	artificial	intelligence	

(8	TFLOPs	/	GPU)

(10^18)

Copyright@ORNL

Where	do	we	stand?
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Dense	Matrix	Operations?

• The	inter-node	communication	is	the	limiting	resource;

• Each	node	has	more	computational	power	than	what	we	can	leverage;

Mark	Gates	@	UTK

• Node:	2	IBM	POWER9	+	6	NVIDIA	V100	GPUs
• 4,608	nodes,	9,216	IBM	Power9	CPUs
• 27,648	V100	GPUs
• Peak	performance	of	200	Pflop/s	for	modeling	

&	simulation
• Peak	performance	of	3.3	Eflop/s	

for	16	bit	floating	point	used	in	data	
analytics	and	artificial	intelligence	

(8	TFLOPs	/	GPU)

(10^18)

Copyright@ORNL
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Dense	Matrix	Operations?

• The	inter-node	communication	is	the	limiting	resource;

• Each	node	has	more	computational	power	than	what	we	can	leverage;

Sparse	/	Graph	Problems?

• Sparse	Matrix	Vector	Product	(SpMV)	is	a	central	building	block;
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Dense	Matrix	Operations?

• The	inter-node	communication	is	the	limiting	resource;

• Each	node	has	more	computational	power	than	what	we	can	leverage;

Sparse	/	Graph	Problems?

• Sparse	Matrix	Vector	Product	(SpMV)	is	a	central	building	block;

• It	looks	 like	for	the	test	problems	at	the	SuiteSparse Matrix	

Collection1,	a	Multi-node	SpMV is	slower	than	a	Single-node	SpMV;

• The	inter-node	communication	is	an	order	of	magnitude	slower	

than	the	 local	computations.

1SuiteSparse	Matrix	Collection:	https://sparse.tamu.edu/
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• 4,608	nodes,	9,216	IBM	Power9	CPUs
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• Peak	performance	of	200	Pflop/s	for	modeling	

&	simulation
• Peak	performance	of	3.3	Eflop/s	

for	16	bit	floating	point	used	in	data	
analytics	and	artificial	intelligence	
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Where	do	we	stand?
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How	did	we	get	there?

• Explosion	 in	core	count.

”Parallelism	needed	– synchronization	 kills	performance.”
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John	D.	McCalpin (TACC)

64bit	read,
1	DP-FLOP	

• Explosion	 in	core	count.

”Parallelism	needed	– synchronization	 kills	performance.”

How	did	we	get	there?

• Compute	power	(#FLOPs)	grows	much	faster	than	bandwidth.

”Operations	 are	free,	mem	access	and	comm is	what	counts.”
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John	D.	McCalpin (TACC)

64bit	read,
1	DP-FLOP	

Mark	Horowitz	(2014):	Computing's	energy	problem	(and	what	we	can	do	about	it)

How	did	we	get	there?

• Compute	power	(#FLOPs)	grows	much	faster	than	bandwidth.

”Operations	 are	free,	mem	access	and	comm is	what	counts.”
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Algorithms	reflecting	Hardware	Evolution

John	D.	McCalpin (TACC)

64bit	read,
1	DP-FLOP	

• The	arithmetic	operations	should	use	high	precision	formats
natively	supported	 by	hardware.

• Data	access	should	 be	as	cheap	as	possible,	reduced	precision.

• Compute	power	(#FLOPs)	grows	much	faster	than	bandwidth.

”Operations	 are	free,	mem	access	and	comm is	what	counts.”
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John	D.	McCalpin (TACC)

64bit	read,
1	DP-FLOP	

• The	arithmetic	operations	should	use	high	precision	formats
natively	supported	 by	hardware.

• Data	access	should	 be	as	cheap	as	possible,	reduced	precision.

Algorithms	reflecting	Hardware	Evolution

• Compute	power	(#FLOPs)	grows	much	faster	than	bandwidth.

”Operations	 are	free,	mem	access	and	comm is	what	counts.”
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John	D.	McCalpin (TACC)

• Compute	power	(#FLOPs)	grows	much	faster	than	bandwidth.

”Operations	 are	free,	mem	access	and	comm is	what	counts.”

64bit	read,
1	DP-FLOP	

• The	arithmetic	operations	should	use	high	precision	formats
natively	supported	 by	hardware.

• Data	access	should	 be	as	cheap	as	possible,	reduced	precision.

• Radically	decouple	storage	format	from	arithmetic	format.

• Double	precision	in	all	arithmetic	operations.

• Algorithm-aware	precision	when	accessing	data.

Algorithms	reflecting	Hardware	Evolution
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John	D.	McCalpin (TACC)

64bit	read,
1	DP-FLOP	

• The	arithmetic	operations	should	use	high	precision	formats
natively	supported	 by	hardware.

• Data	access	should	 be	as	cheap	as	possible,	reduced	precision.

• Radically	decouple	storage	format	from	arithmetic	format.

• Double	precision	in	all	arithmetic	operations.

• Algorithm-aware	precision	when	accessing	data.

Challenges	when	using	double	precision	
+	IEEE	single/half	precision:

• Need	explicit	conversion.
• Data	range	reduction:	protect	against	under- /	overflow.
• Need	to	duplicate	data	in	memory	(half/single/double).

Algorithms	reflecting	Hardware	Evolution

• Compute	power	(#FLOPs)	grows	much	faster	than	bandwidth.

”Operations	 are	free,	mem	access	and	comm is	what	counts.”
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John	D.	McCalpin (TACC)

64bit	read,
1	DP-FLOP	

• The	arithmetic	operations	should	use	high	precision	formats
natively	supported	 by	hardware.

• Data	access	should	 be	as	cheap	as	possible,	reduced	precision.

• Radically	decouple	storage	format	from	arithmetic	format.

• Double	precision	in	all	arithmetic	operations.

• Algorithm-aware	precision	when	accessing	data.

Challenges	when	using	double	precision	
+	IEEE	single/half	precision:

• Need	explicit	conversion.
• Data	range	reduction:	protect	against	under- /	overflow.
• Need	to	duplicate	data	in	memory	(half/single/double).

• Better:	Customized	Precision	Format

Algorithms	reflecting	Hardware	Evolution

• Compute	power	(#FLOPs)	grows	much	faster	than	bandwidth.

”Operations	 are	free,	mem	access	and	comm is	what	counts.”
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• Preconditioners	for	iterative	solvers.

Use	reduced	precision	for	“approximate	Operators”
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• Preconditioners	for	iterative	solvers.

• Idea:	Approximate	inverse	of	system	matrix	to	make	the	system	“easier	to	solve”:

Ax = b , Ãx = b̃

P�1 ⇡ A�1

Use	reduced	precision	for	“approximate	Operators”
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• Preconditioners	for	iterative	solvers.

• Idea:	Approximate	inverse	of	system	matrix	to	make	the	system	“easier	to	solve”:

,																													,	and	we	solve																																															.Ã = P�1A Ax = b , Ãx = b̃b̃ = P�1b

P�1 ⇡ A�1

Use	reduced	precision	for	“approximate	Operators”
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• Preconditioners	for	iterative	solvers.

• Idea:	Approximate	inverse	of	system	matrix	to	make	the	system	“easier	to	solve”:

,																													,	and	we	solve																																															.

• Why	should	we	store	the	preconditioner	matrix												in	full	(high)	precision?	

Ã = P�1A Ax = b , Ãx = b̃b̃ = P�1b

P�1 ⇡ A�1

P�1

Use	reduced	precision	for	“approximate	Operators”
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• Preconditioners	for	iterative	solvers.

• Idea:	Approximate	inverse	of	system	matrix	to	make	the	system	“easier	to	solve”:

,																													,	and	we	solve																																															.

• Why	should	we	store	the	preconditioner	matrix												in	full	(high)	precision?	

• We	have	to	ensure	regularity!

Ã = P�1A Ax = b , Ãx = b̃b̃ = P�1b

P�1 ⇡ A�1

P�1

Use	reduced	precision	for	“approximate	Operators”
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• Preconditioners	for	iterative	solvers.

• Idea:	Approximate	inverse	of	system	matrix	to	make	the	system	“easier	to	solve”:

,																													,	and	we	solve																																															.

• Why	should	we	store	the	preconditioner	matrix												in	full	(high)	precision?	

• We	have	to	ensure	regularity!	(Reducing	precision	can	turn	matrix	singular)

• Jacobi	method	based	on diagonal	scaling:

Ã = P�1A Ax = b , Ãx = b̃

P = diag(A)

b̃ = P�1b

P�1 ⇡ A�1

P�1

Use	reduced	precision	for	“approximate	Operators”
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• Preconditioners	for	iterative	solvers.

• Idea:	Approximate	inverse	of	system	matrix	to	make	the	system	“easier	to	solve”:

,																													,	and	we	solve																																															.

• Why	should	we	store	the	preconditioner	matrix												in	full	(high)	precision?	

• We	have	to	ensure	regularity!	(Reducing	precision	can	turn	matrix	singular)

• Jacobi	method	based	on diagonal	scaling:

• Block-Jacobi is	based	on	block-diagonal	scaling:

• Large	set	of	small	diagonal	blocks.

• Each	block	corresponds	to	one	(small)	linear	system.

• Larger blocks	typically	improve	convergence.

• Larger blocks	make	block-Jacobi	more	expensive.

Extreme	case:	one	block	of	matrix	size.

Ã = P�1A Ax = b , Ãx = b̃

P = diagB(A)

P = diag(A)

b̃ = P�1b

P�1 ⇡ A�1

P�1

Use	reduced	precision	for	“approximate	Operators”
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http://i.livescience.comhttp://www.nas.nasa.gov/SC14/ https://science.nasa.gov/earth-science/focus-areas/earth-weather

• Block-Jacobimethod	typically	used	as	preconditioner inside	 linear- /	Eigenvalue	solvers.

• Target:	large,	sparse	linear	systems.

• FEM discretizations often	carry	a block-structure	(multiple	variables	per	node).

• “Natural	blocks”	of	small	size	(	8,	12..	).

• System	matrix	often	stored	in	sparse	data	structure	(CSR).

Block-Jacobi	Preconditioning
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Extract	diagonal	block	from
sparse	data	structure.

Invert	diagonal	block.

Insert	inverse	as	diagonal	block	
into	preconditioner	matrix.

…

1.

2.

3.

Preconditioner	Setup:

• Identify	the	diagonal	blocks

• Form	the	block-Inverse

Preconditioner	Application:
• Apply	the	preconditioner	in	every	solver	iteration	via:

y := P

�1
x

P = diagB(A)

P�1 ⇡ A�1

Block-Jacobi	Preconditioning
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Extract	diagonal	block	from
sparse	data	structure.

Invert	diagonal	block.

Insert	inverse	as	diagonal	block	
into	preconditioner	matrix.

…

1.

2.

3.

Preconditioner	Setup:

• Identify	the	diagonal	blocks

• Form	the	block-Inverse

Preconditioner	Application:
• Apply	the	preconditioner	in	every	solver	iteration	via:

y := P

�1
x

P = diagB(A)

P�1 ⇡ A�1

We	can	store	diagonal	blocks	in	lower	precision,	if	regularity	is	preserved!

Block-Jacobi	Preconditioning
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• 70	matrices	from	the	SuiteSparse Matrix	Collection

• Use	block-size	24	with	Super-Variable	agglomeration	(24	is	upper	bound	 for	size	of	blocks)

• Report	conditioning	of	all	arising	diagonal	blocks
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Adaptive	Precision	Block-Jacobi	Preconditioning
Value	Range	+	Median

Outlier
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• 70	matrices	from	the	SuiteSparse Matrix	Collection

• Use	block-size	24	with	Super-Variable	agglomeration	(24	is	upper	bound	 for	size	of	blocks)

• Report	conditioning	of	all	arising	diagonal	blocks

• Analyze	the	impact	of	storing	block-Jacobi	in	lower	precision	a	top-level	Conjugate	Gradient	solver	(CG)
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Adaptive	Precision	Block-Jacobi	Preconditioning
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Adaptive	Precision	Block-Jacobi	Preconditioning
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Adaptive	Precision	Block-Jacobi	Preconditioning
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10 20 30 40 50 60 70

Test matrices

100

105

1010

B
lo

ck
 d

ia
g

o
n

a
l c

o
n

d
iti

o
n

in
g

10 20 30 40 50 60 70

Test matrices

100

101

102

C
G

 I
te

ra
tio

n
 o

ve
rh

e
a
d

double prec. block-Jacobi
single prec. block-Jacobi
half prec. block-Jacobi

Overhead	compared	to	double	precision	algorithm.

Smaller	is	better!

Adaptive	Precision	Block-Jacobi	Preconditioning
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Test matrices
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Multi-Precision	Idea:

• All	computations	use	double	precision!

• Store	distinct	blocks	 in	different	formats
• Use	single	precision	as	standard	storage	format
• Where	necessary: switch	to	double
• For	well-conditioned	blocks	use	half	precision

Estimate	conditioning
of	diagonal	block

> 106

< 101

Store	block	in	single	precision

Store	block	in	double	precision

Store	block	in	half	precision

Anzt,	Dongarra,	 Flegar,	Higham,	Quintana-Orti.	 ”	Adaptive	 Precision	 in	Block-Jacobi	 Preconditioning	 for	Iterative	Sparse	Linear	System	Solvers”. CCPE,	2019.

Adaptive	Precision	Block-Jacobi	Preconditioning
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Multi-Precision	Idea:

• All	computations	use	double	precision!

• Depart	from	the	rigid	IEEE	precision	formats!

• Preserve	either	1	or	2	digits	accuracy	of	the	
inverted	diagonal	blocks.

Flegar,	Anzt,	Quintana-Orti.	”Customized-Precision	 Block-Jacobi	 Preconditioning	 for	Krylov Iterative	Solvers	on	Data-Parallel	 Manycore Processors”. TOMS,	submitted.

Adaptive	Precision	Block-Jacobi	Preconditioning
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Multi-Precision	Idea:

• All	computations	use	double	precision!

• Depart	from	the	rigid	IEEE	precision	formats!

• Preserve	either	1 or	2	digits	accuracy	of	the	
inverted	diagonal	blocks.

ü Regularity	preserved;

ü No	flexible	Krylov solver	needed	

(Preconditioner	constant	operator);

ü Can	handle	non-spd problems	

(inversion	features	pivoting);

ü Preconditioner	for	any	iterative	preconditionable solver;

Flegar,	Anzt,	Quintana-Orti.	”Customized-Precision	 Block-Jacobi	 Preconditioning	 for	Krylov Iterative	Solvers	on	Data-Parallel	 Manycore Processors”. TOMS,	submitted.

Adaptive	Precision	Block-Jacobi	Preconditioning

- Speedups	 /	preconditioner	quality	problem-dependent;

- Overhead	of	the	precision	detection	

(condition	number	calculation);

- Overhead	from	storing	precision	information

(need	to	additionally	store/retrieve	flag);



36 06/19/2019Hartwig Anzt:	Addressing	 the	Communication	 Bottleneck:	Towards	a	Modular	 Precision	Ecosystem	for	High	Performance	Computing

Precision	distribution	in	Adaptive	Block-Jacobi
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Precision	distribution	in	Adaptive	Block-Jacobi
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Adaptive	Block-Jacobi	Generation

Block-size	

NVIDIA	V100	GPU
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Adaptive	Block-Jacobi	Generation

Block-size	

NVIDIA	V100	GPU
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Adaptive	Block-Jacobi	Application

Block-size	

NVIDIA	V100	GPU
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Adaptive	Block-Jacobi	Application
NVIDIA	V100	GPU

Block-size	
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NVIDIA	V100	GPU
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NVIDIA	V100	GPU
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Problems	where	the	preconditioner	has	higher	accuracy	than	2	digits.	

NVIDIA	V100	GPU
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Roughly	20%	faster.

NVIDIA	V100	GPU
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Roughly	20%	faster.

Flegar,	Anzt,	Cojean,	Quintana-Orti.	”Customized-Precision	Block-Jacobi	Preconditioning	for	
Krylov Iterative	Solvers	on	Data-Parallel	Manycore Processors”. TOMS,	submitted.

Artifact	Evaluation:	https://github.com/ginkgo-project/ginkgo-data/tree/2019toms-adaptive-bj

Production-ready	 code:	https://ginkgo-project.github.io/

\

NVIDIA	V100	GPU
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Customized	Precision	Data	Access	Routines	

Customized	Precision	
Basic	Data	Objects	

Customized	Precision	
Numerical	Linear	Algebra

Customized	Precision	
Big	Data	Analytics

Customized	Precision	
Machine	Learning

Value	Clustering

Hardware

ApplicationsSoftware
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t

flexible	length	mantissa
normalized
exponentsign

arbitrary	splittings

Customized	Precision	Format

Summary	and	next	steps

• Decouple	arithmetic	precision	from	memory	precision.

• Using	customized	precisions	for	memory	operations.

• Speedup	 of	up	to	1.3x for	adaptive	precision	

block-Jacobi	preconditioning.

• Creating	a	Modular	Precision	Ecosystem	

inside																																					.	

So
ft
w
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e

Ap
pl
ica

tio
ns

https://github.com/ginkgo-project/ginkgo

This research was supported by the Exascale Computing Project (17-SC-20-SC), a collaborative effort of the U.S. Department of Energy
Office of Science and the National Nuclear Security Administration and the Helmholtz Impuls und VernetzungsfondVH-NG-1241.
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Significand	Segmentation

mantissa	(52	bit)exponent	(11	bit)
sign

head	(32	bit) tail	(32	bit)

mantissa	(20	bit)

05163

• Split	the	IEEE	double	precision	format	into	segments.
(2-segment	customized	precision,	4-segment	customized	precision…)

• Special	“conversion”	routines	to	double	precision.

• Significand	much	shorter	than	IEEE	single/half	precision.

• No	under- /	overflow.
heads tails
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mantissa	(52	bit)exponent	(11	bit)
sign

head	(32	bit) tail	(32	bit)

mantissa	(20	bit)

05163

• Split	the	IEEE	double	precision	format	into	segments.
(2-segment	customized	precision,	4-segment	customized	precision…)

• For	coalesced	data	access,	interleave	data	in	memory.

heads tails

Significand	Segmentation

• Special	“conversion”	routines	to	double	precision.

• Significand	much	shorter	than	IEEE	single/half	precision.

• No	under- /	overflow.
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mantissa	(52	bit)exponent	(11	bit)
sign

head	(32	bit) tail	(32	bit)

mantissa	(20	bit)

05163

• Split	the	IEEE	double	precision	format	into	segments.
(2-segment	customized	precision,	4-segment	customized	precision…)

• For	coalesced	data	access,	interleave	data	in	memory.

• Data	can	be	accessed	much	faster	if	low	precision	is	acceptable.

heads tails

NVIDIA	P100	“Pascal”
5.3	TFLOP/s	DP
16GB	RAM	@720	GB/s
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Significand	Segmentation

• Special	“conversion”	routines	to	double	precision.

• Significand	much	shorter	than	IEEE	single/half	precision.

• No	under- /	overflow.
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mantissa	(52	bit)exponent	(11	bit)
sign

head	(32	bit) tail	(32	bit)

mantissa	(20	bit)

05163

• Split	the	IEEE	double	precision	format	into	segments.
(2-segment	customized	precision,	4-segment	customized	precision…)

• For	coalesced	data	access,	interleave	data	in	memory.

• Data	can	be	accessed	much	faster	if	low	precision	is	acceptable.

heads tails

NVIDIA	P100	“Pascal”
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Significand	Segmentation

• Special	“conversion”	routines	to	double	precision.

• Significand	much	shorter	than	IEEE	single/half	precision.

• No	under- /	overflow.
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mantissa	(52	bit)exponent	(11	bit)
sign

head	(32	bit) tail	(32	bit)

mantissa	(20	bit)

05163

• Split	the	IEEE	double	precision	format	into	segments.
(2-segment	customized	precision,	4-segment	customized	precision…)

• For	coalesced	data	access,	interleave	data	in	memory.

• Data	can	be	accessed	much	faster	if	low	precision	is	acceptable.
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Significand	Segmentation

• Special	“conversion”	routines	to	double	precision.

• Significand	much	shorter	than	IEEE	single/half	precision.

• No	under- /	overflow.
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• Split	the	IEEE	double	precision	format	into	segments.
(2-segment	customized	precision,	4-segment	customized	precision…)

• For	coalesced	data	access,	interleave	data	in	memory.

• Data	can	be	accessed	much	faster	if	low	precision	is	acceptable.
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Significand	Segmentation

• Special	“conversion”	routines	to	double	precision.

• Significand	much	shorter	than	IEEE	single/half	precision.

• No	under- /	overflow.
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• Split	the	IEEE	double	precision	format	into	segments.
(2-segment	customized	precision,	4-segment	customized	precision…)

• For	coalesced	data	access,	interleave	data	in	memory.

• Data	can	be	accessed	much	faster	if	low	precision	is	acceptable.

• Special	“conversion”	routines	to	double	precision.

• Mantissa	much	shorter	than	IEEE	single/half	precision.

• No	under- /	overflow.

Significand	Segmentation
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• Split	the	IEEE	double	precision	format	into	segments.
(2-segment	customized	precision,	4-segment	customized	precision…)

• For	coalesced	data	access,	interleave	data	in	memory.

• Data	can	be	accessed	much	faster	if	low	precision	is	acceptable.

• Need	precision-aware	algorithms,	e.g.	Adaptive	Precision	Jacobi1.

• Use	low	precision	data	reads	whenever	accuracy	allows	for	it.

1Anzt,	Dongarra,	Quintana-Orti.	”Adaptive	 precision	 solvers	for	sparse	linear	systems”. In:	Proceedings	of	the	3rd	International	Workshop	on	Energy	Efficient	Supercomputing.	(2015).

Adaptive	precision	solvers	for	sparse	linear	systems
Anzt,	Dongarra,	 Quintana-Orti, Published	in	SC-Workshops	 in	2015.

• Start	 iterations	with	reading	low	precision.
• Increase	accuracy	over	 iteration	process	adapted	to	requirements.
• Adapt	the	accuracy	on	a	component	level.

Customized	Precision	Adaptive	Jacobi
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Customized	Precision	Adaptive	Jacobi

• Split	the	IEEE	double	precision	format	into	segments.
(2-segment	customized	precision,	4-segment	customized	precision…)

• For	coalesced	data	access,	interleave	data	in	memory.

• Data	can	be	accessed	much	faster	if	low	precision	is	acceptable.

• Need	precision-aware	algorithms,	e.g.	Adaptive	Precision	Jacobi1.

• Use	low	precision	data	reads	whenever	accuracy	allows	for	it.

1Anzt,	Dongarra,	Quintana-Orti.	”Adaptive	 precision	 solvers	for	sparse	linear	systems”. In:	Proceedings	of	the	3rd	International	Workshop	on	Energy	Efficient	Supercomputing.	(2015).

Adaptive	precision	solvers	for	sparse	linear	systems
Anzt,	Dongarra,	 Quintana-Orti, Published	in	SC-Workshops	 in	2015.

• Start	 iterations	with	reading	low	precision.
• Increase	accuracy	over	 iteration	process	adapted	to	requirements.
• Adapt	the	accuracy	on	a	component	level.

x

k+1 = D

�1
�
b� (A�D)xk

�

x+ = �D

�1
Ax+ c

Ax = bIterative	method	for	solving															:	

Jacobi	relaxation
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• Split	the	IEEE	double	precision	format	into	segments.
(2-segment	customized	precision,	4-segment	customized	precision…)

• For	coalesced	data	access,	interleave	data	in	memory.

• Data	can	be	accessed	much	faster	if	low	precision	is	acceptable.

• Need	precision-aware	algorithms,	e.g.	Adaptive	Precision	Jacobi1.

• Use	low	precision	data	reads	whenever	accuracy	allows	for	it.

2-segment 4-segment

1Anzt,	Dongarra,	Quintana-Orti.	”Adaptive	 precision	 solvers	for	sparse	linear	systems”. In:	Proceedings	of	the	3rd	International	Workshop	on	Energy	Efficient	Supercomputing.	(2015).
2Grützmacher,	 Anzt.	“A	Customized	 Precision	 Format	for	decoupling	 Arithmetic	 Format	and	Storage	Format”.	Submitted	to	HeteroPar workshop	2018.
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• Split	the	IEEE	double	precision	format	into	segments.
(2-segment	customized	precision,	4-segment	customized	precision…)

• For	coalesced	data	access,	interleave	data	in	memory.

• Data	can	be	accessed	much	faster	if	low	precision	is	acceptable.

• Need	precision-aware	algorithms,	e.g.	Adaptive	Precision	Jacobi1.

• Use	low	precision	data	reads	whenever	accuracy	allows	for	it.

2-segment 4-segment

1Anzt,	Dongarra,	Quintana-Orti.	”Adaptive	 precision	 solvers	for	sparse	linear	systems”. In:	Proceedings	of	the	3rd	International	Workshop	on	Energy	Efficient	Supercomputing.	(2015).
2Grützmacher,	 Anzt.	“A	Customized	 Precision	 Format	for	decoupling	 Arithmetic	 Format	and	Storage	Format”.	Submitted	to	HeteroPar workshop	2018.
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Customized	Precision	PageRank

The	PageRank	citation	 ranking:	Bringing	order	to	the	Web L.	Page,	S.	Brin,	R.	Motwani,	 and	T.	Winograd.	
Proceedings	 of	the	7th	International	World	Wide	Web	Conference,	 page	161--172.	Brisbane,	 Australia,	(1998)

• Algorithm ranking web-pages based on “importance.”

• Underlying algorithm is a eigenvalue solver based on the 

Power Iteration.

• Fixed-point iteration type.

• Sparse matrix vector product is the central and most 

expensive building block.

PageRank(A, 𝜀,𝛿):

𝕊 = All	indices	where	A	has	a	empty	row

𝑝 9 =
1
𝑛 ⋅ 𝑒

𝑘 = 0
repeat

𝑘	 = 	𝑘	 + 1

𝑠 = B 𝑝C
DEF

C∈𝕊

𝑝 D = 𝛿 ⋅ 𝐴I ⋅ 𝑝 DEF +
1 − 𝛿
𝑛 ⋅ 𝑒 +

𝑠
𝑛 ⋅ 𝑒

𝛾 = 𝑝 D − 𝑝 DEF
F

until 𝛾 < 𝜀
return 𝑝 D
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Benchmark results on NVIDIA V100 GPU

0 0.5 1 1.5

Normalized PageRank execution time
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16 bit access
precision change
32 bit access
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Submitting	 to	SC	Workshop	on	Irregular	Applications:	”Customized	 Precision	 PageRank	on	GPUs”.

Trace	of	2-segment	and	4-segment	customized	precision	PageRank (NVIDIA	V100	GPU,	Relative	residual	stopping	criterion	1e-12).

Customized	Precision	PageRank
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PageRank	speedup	over	reference	implementation (NVIDIA	V100	GPU).	CSR	format.

Customized	Precision	PageRank
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2-segment 4-segment

PageRank	speedup	over	reference	implementation (NVIDIA	V100	GPU).	ELL	format.

Customized	Precision	PageRank
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Summary	and	next	steps

• Decouple	arithmetic	precision	from	memory	precision.

• Using	customized	precisions	for	memory	operations.

• Dynamically	adapt	the	accuracy	to	the	algorithm properties.

• Speedup	 of	up	to	1.3x	for	Jacobi	iterations	

and	PageRank	algorithm.

• Speedup	 of	up	to	1.3x	for	adaptive	precision	

block-Jacobi	preconditioning.

• Creating	a	Modular	Precision	Ecosystem	inside																																					.	

Customized	Precision	Data	Access	Routines	

Customized	Precision	
Basic	Data	Objects	

Customized	Precision	
Numerical	Linear	Algebra

Customized	Precision	
Big	Data	Analytics

Customized	Precision	
Machine	Learning

Value	Clustering

Hardware
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flexible	length	mantissa
normalized
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Customized	Precision	Format
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Customized	Precision	PageRank	on	CPUs?

Much	harder!

• Caches,	prefetching,	AVX…

• No	easy-to-understand	PTX

• Highly	optimized	compilers



66 06/19/2019Hartwig Anzt:	Addressing	 the	Communication	 Bottleneck:	Towards	a	Modular	 Precision	Ecosystem	for	High	Performance	Computing

Customized	Precision	SpMV on	CPUs
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Customized	Precision	SpMV on	CPUs
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Customized	Precision	SpMV on	CPUs
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Customized	Precision	PageRank	on	CPUs

2-segment 4-segment

PageRank	speedup	over	reference	implementation	(	2x	Intel(R)	Xeon(R)	Platinum	8168	“Skylake”).	CSR	format.
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Summary	and	next	steps

• Decouple	arithmetic	precision	from	memory	precision.

• Using	customized	precisions	for	memory	operations.

• Dynamically	adapt	the	accuracy	to	the	algorithm properties.

• Speedup	 of	up	to	1.3x	for	Jacobi	iterations	

and	PageRank	algorithm.

• Speedup	 of	up	to	1.3x	for	adaptive	precision	

block-Jacobi	preconditioning.

• Creating	a	Modular	Precision	Ecosystem	inside																																					.	

Customized	Precision	Data	Access	Routines	

Customized	Precision	
Basic	Data	Objects	
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